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Abstract 

Comprehensible and effective visualization of complex virtual 3D city 
models requires an abstraction of city model components to provide differ-
ent degrees of generalization. This paper discusses generalization tech-
niques that achieve clustering, simplification, aggregation and accentuation 
of 3D building ensembles. In a preprocessing step, individual building 
models are clustered into cells defined by and derived from its surrounding 
infrastructure network such as streets and rivers. If the infrastructure net-
work is organized hierarchically, the granularity of the cells can be varied 
correspondingly. Three fundamental approaches have been identified, im-
plemented, and analyzed: The first technique uses cell generalization; from 
a given cell it extrudes a 3D block, whose height is calculated as the 
weighted average of the contained buildings; as optimization, outliers can 
be managed separately. The second technique is based on convex-hull 
generalization, which approximates the contained buildings by creating the 
convex hull for the building ensemble. The third technique relies on vox-
elization, which converts the buildings’ geometry into a regular 3D raster 
data representation. Through morphological operations and Gaussian blur-
ring, aggregation and simplification is yielded; polygonal geometry is cre-
ated through a marching cubes algorithm. The paper closes with conclu-
sions drawn with respect to the characteristics and applicability of the 



presented generalization techniques for interactive 3D systems based on 
complex virtual 3D city models. 

1 Introduction 

A virtual 3D city model represents both a technical and conceptual frame-
work to assemble, integrate, present, and use 3D geoinformation as well as 
for 3D geovisualization [8]. Besides their application in GIS, they provide 
an effective user interface to complex spatial 3D information in a growing 
number of IT applications and system such as enterprise systems, naviga-
tion, telecommunication, disaster management, simulators, and e-
government. In particular, virtual 3D city models facilitate the integration 
of heterogeneous 2D and 3D geo data, and their interactive visualization 
offers comprehensible and efficient communication, exploration, and 
analysis of complex geoinformation. In addition, 3D city models form part 
of administrative geoinformation databases, services, and infrastructures 
[7].  

A common problem for implementation and usability of virtual 3D city 
model systems arises from their complexity with respect to the number of 
individual components, their computer graphics representations, and the 
rendering resources [2][35]. A typical 3D city model consists of several 
hundreds of thousand objects, including models of buildings, vegetation, 
and infrastructure elements. To achieve efficient rendering and interactive 
frame rates, level-of-detail geometry representations are required that con-
trol the polygon count and texture resources [3]. Furthermore, the 3D city 
model needs to be represented at different generalization levels, for exam-
ple, to enable context-&-detail views, to enhance comprehensibility of de-
pictions, and to support hierarchical navigation and browsing.  

Our investigation addresses a fundamental problem of today’s visualiza-
tion of fine granular, complex 3D city models: Their visualization fre-
quently shows “noise” and “flickering” that appears in areas that are far 
away from the view point because 3D objects are mapped to few pixels or 
even only to a fraction of a pixel. Similarly, pedestrian or car driver per-
spectives tend to produce a “sea of houses” beyond a certain distance, 
making it impossible for the user to identify these areas. Furthermore, ab-
stract information, such as hierarchy information such as whole districts 
and quarters of a city, is not explicitly visible if the full model resolution is 
used for depiction. All these phenomena result because information density 
of the 3D city model is not adjusted.  

As a key technique to control information density, generalization both 
helps to reduce the graphics complexity as well as the cognitive complex-



ity of 3D city models. Similar to maps, features of city models should be 
visualized at different scales to accomplish different spatial tasks. In addi-
tion, “[…] this abstraction and concentration also helps to discern between 
relevant and irrelevant information: only those objects have to be pre-
sented, that are important for the current task – irrelevant information can 
be suppressed.” [29] Traditionally, generalization of map objects requires 
experienced cartographers, who are using the human ability to abstract. 
For 2D vector data as well as for 3D objects, downscaling does not suffice 
because readability and comprehensibility have to be preserved [13]. 
These requirements are more important than exactly scaled geometry or its 
exactly preserved appearance. For this reason, generalization does not only 
simplify objects but also deforms, drops, aggregate, classifies, or unifies 
objects and their features. That is, generalization techniques apply opera-
tions such as simplification, aggregation, classification, and displacement.  

     
Fig. 1: Example of artistic 3D city map of St. Petersburg1 (left) and an automati-
cally generalized 3D city model of Berlin, generated by the presented cell-based 
method (right).  

This paper concentrates on generalizing 3D building ensembles as one 
main category of city model objects. The presented techniques first cluster 
3D building models into ensembles according to a given hierarchical street 
and infrastructure network (e.g., car navigation data) and then automati-
cally generalize the ensembles in the underlying cells defined by the net-
work (Fig. 1). Three different approaches, cell-based, convex-hull-based, 
and voxel-based generalization algorithms, are outlined and evaluated.  

Our work emphasizes the generalization of clustered 3D building mod-
els in contrast to various 2D footprint generalization algorithms as well as 
various 3D building generalization techniques that simplify and abstract 
single 3D building models. Furthermore, our core goal is to automatically 
derive generalized building ensembles at various levels of granularity, op-

                                                      
1 From www.escapetravel.spb.ru 



timized for using these generalized models in interactive 3D city model 
visualization in contrast to generalized 2D map production.  

2 Related Work 

MENG and FORBERG [24] give an overview of state-of-the-art and 
challenges of 3D building generalization, describing the current scale 
space of 3D buildings as “a linear continuum, along which an arbitrary 
number of milestones can be said to exist referred to as Levels of Detail 
(LoD)”. The LoD provide different representations of the buildings with 
different degrees of generalizations. However, there exist different 
classifications of the LoD, so no standards compared to the scales in 
cartography have been established yet. Elementary 2D map generalization 
approaches are described, e.g., by [13][14][30]. 

Among the first techniques for 3D building generalization, the 
application of morphological operations on 3D geometry was suggested by 
MAYER [22][23]: a curvature space simplification has been developed, 
which detects local curvature and shifts the adjacent polygons accordingly. 
Both methods apply to specific geometry structures but are costly in terms 
of processing time. In [11] generalization is based on moving near parallel 
faces of building geometry to a common plane and merging them if 
possible. Unfortunately, the algorithm requires orthogonal buildings to 
work. An automated algorithm for generalizing 3D building geometry is 
described in [26]. 

The feature removal algorithm of RIBELLES et al. [27] was applied on 
buildings by THIEMANN [33] to create a constructive solid geometry 
(CSG) representation of the given building geometry. It uses the planes of 
the building’s faces to subdivide the geometry into a body and features, 
which can be integrated or left out of the generalized representation, 
depending on the degree of generalization. Similarly, KADA [17] uses a 
few approximating planes to remodel the building with simpler geometry. 
Another technique for LoD creation [26] flattens roofs and merges 
adjacent polyhedra, followed by collapsing facades while respecting 
visually important walls. 

While these 3D generalization approaches focus on single buildings, 
aggregation of multiple buildings currently is usually referred to as the 
next important step. STÜBER [31] presents a framework for generalization 
of building models while preserving visual correctness. This approach 
simplifies buildings based on feature removal and aggregates buildings 
depending on their visibility. However, automatic aggregation appears to 
be limited to simple configurations.  



Motivated by classical cartography, ANDERS [1] applies generalization 
techniques on 2D projections of linear building groups. For each of the 
main axes’ projections, the shapes are aggregated and simplified using a 
specific generalization technique [28]. The simplified shapes are extruded 
and intersected to form the generalized building group. The approach 
achieves aggregation and simplification, however it is limited to linear 
building groups. SESTER [29] suggests a 3D visualization providing 
simplification, aggregation, displacement and enlargement by extruding 
the processed ground plans to a certain height. In addition, the height can 
be used to further emphasize special buildings in for pedestrian navigation. 

CityGML [5], a proposed interchange format for virtual 3D city 
models currently discussed by the Open Geospatial Consortium (OGC), 
differentiates five consecutive levels of detail (LOD-0 to LOD-4) [18], 
where objects become more detailed with increasing LOD regarding both 
geometry and thematic differentiation. CityGML models can contain 
multiple representations for each object in different LOD simultaneously 
but does not address the way these LODs are created or transferred. In [6] 
a continuous level-of-detail concept for individual building models has 
been introduced, but no automated derivation of generalized building 
ensembles is considered.  

Real-time 3D rendering relies on efficient treatment of polygonal 3D 
data sets, and it provides a variety of LoD techniques, which can be 
classified into static and dynamic techniques in general. Static techniques 
provide discrete LoD representations (e.g., [9][19][12]), whereas dynamic 
techniques transform polygonal surfaces partially according to the current 
viewing situation (e.g., [16]). Common to all techniques, the original high-
resolution 3D object is simplified such that its appearance is preserved, but 
it is not generalized nor do the techniques consider specific semantics or 
characteristics of the type of the 3D object to be simplified. 

3 Generalization Techniques for 3D Buildings 

In this section, three generalization techniques are presented that are 
primarily based on simplifying and aggregating 3D building geometry. 
Inspired by classical city plans and bird’s eye views (Fig. 1), these 
techniques achieve generalized 3D building ensembles that facilitate 
context views of geovirtual 3D environments. 

As a control parameter, we introduce the term degree of generalization 
(DoG) in contrast to level of detail (LOD). While LOD usually refers to 
simplified representations of a single object, DoG describes the level of 
abstraction, which allow us, for example, to represent a group of 



neighboring buildings by a single block. In addition, to achieve a 
simplified and comprehensible visualization, we do not use façade textures 
that would amplify the visual complexity. 

The input data include 3D building models and 2D vector-based, 
hierarchical street and infrastructure networks (e.g., streets, rivers). In the 
following examples, part of the Berlin 3D city model (Fig. 2) is used for 
illustration together with a navigation street data set. The streets are 
attributed by weights, which differentiate four street types. The weights are 
used by the techniques to define the streets’ width. 

 

Fig. 2. Snapshot from the visualization of part of the 3D city model of Berlin con-
taining approx. 60,000 3D building models and approx. 6,500 streets without gen-
eralized building models.  

3.1 Simple Cell Generalization 

This technique aggregates all buildings within one cell defined through the 
enclosing network system by extruding the cell’s boundary to a certain 
height creating a prismatic block. To leave enough space for the streets, 
they are buffered with a characteristic width and cut out of the block 
ground plan before the extrusion stage using Boolean operations. The 
degree of generalization (DoG) can be controlled by the hierarchy level of 
the streets considered for parceling.  

3.1.1 Parceling 
Each street is defined by a consecutive points and a weight. The Computa-
tional Geometry Algorithms Library (CGAL [4]) is used to intersect the 



curves defined by the streets and to calculate the cell geometry [10][34]. 
After the parceling, CGAL supports aggregated point location queries and 
returns the hit cell for each point. This is done to cluster the buildings rep-
resented by their individual centroids according to shared cells. The results 
of this stage are cells (Fig. 3) and a mapping from each cell to a set of con-
tained buildings, the building ensemble. 

     
Fig. 3. Street network (left) and calculated cells (right). 

3.1.2 Calculating the Cell Height 

The cell height is calculated by the weighted average height of the 
buildings of a cell. The weight of a building can be defined by its footprint 
area.  

Let be the height of building ib  and area area, then 
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For low-density cells the calculated value obviously does not reflect the 
real situation. Instead of dividing by the sum of the buildings’ area, the cell 
area should be used. However, in medium to high-density cells this leads 
to very small blocks. Therefore, if the ratio of the building area sum to the 
cell area gets too small, either no block should be created, or the original 
buildings have to be preserved. 

3.1.3 Subtracting the Network Elements 
The cells have to be shrunken to leave enough space for the network ele-
ments such as the streets. To accomplish this while supporting different 
street weights, the streets are buffered before to yield polygons (Fig. 4). 



Then the adjacent street polygons are subtracted from the cell polygon us-
ing 2D Boolean operations. 

 

  
Fig. 4. Vector-based network elements (left) and buffered variant (right).  

3.1.4 Handling of Outlier Buildings 
To improve the appearance of generalized building ensembles, outliers can 
be excluded from the aggregation and placed separately into the general-
ized version. By outliers we refer to 
• landmark buildings, i.e., buildings that explicitly have been assigned a 

higher weight (e.g., landmark buildings, public buildings);  
• outlier buildings, i.e., buildings that stand out locally as they are con-

siderably higher than their neighborhood.  
Outlier building can be determined by comparing the building height 

with the calculated weighted average height of the cell. To respect the 
characteristics of the local height distribution, the variance, respectively 
the standard deviation, is calculated: 
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The standard deviation σ  can be used more intuitively as it has the 

same scale and units as the height. Thus, a building is considered as an 
outlier, if its height is larger than the average height h  plus -times the 
standard deviation: 
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With 2=k , a reasonable identification of outliers can be done for 
large scales. A smaller selection in smaller scales can be achieved with 
bigger values for . k

3.1.5 Results 

The final generalized geometry of a cell is given by extruding the cell 
polygon to its calculated average height. Fig. 5 shows the generalized 
geometry for different network hierarchy levels.  

     
Fig. 5. Generalized cells for three degrees of generalization (no outlier handling). 

The results of the simple cell generalization come close to depictions 
found in many 2D topographic maps. The cutout of the streets contributes 
most to the familiar map-look. The height of the cells observed from ap-
propriate viewing angles gives a hint toward the real-world situation and 
enables relative assessment. As main advantages, this technique requires 
little processing time and the geometric complexity of the generalized 
models is low as well. The abstraction of the complex models might pose a 
way for content providers to offer an overview version of a 3D city model. 
As a disadvantage, the bare cell blocks do not preserve the appearance. In 
the case of top views, different heights are barely noticeable even with ap-
propriate shading. With the additional integration of outliers and landmark 
buildings (Fig. 6), the effectiveness can be improved, as orientation is by 
far easier especially from low perspectives. 

 

  
Fig. 6. Generalized cells with outlier handling (left), which are particularly impor-
tant for the recognition of a city’s panorama (right).  



3.2 Convex-Hull-Based Generalization 
This generalization technique achieves closer representations of the origi-
nal buildings of an ensemble using the 3D convex hull as an approximation 
of contained buildings. Since for maps an exact representation is not the 
primary concern, the convex-hull operation is applied as a mean to sim-
plify and to aggregate.  

Compared to the simple cell generalization, buildings are merged to a 
geometry that reflects the original height distribution in a more sensitive 
way, as the highest building inside a block creates a peak in the hull.  

3.2.1 Implementation 

For each cell the geometry of the contained buildings is extracted and the 
points are fed into the convex hull calculation. For convex hull 
computation, a number of libraries exist, including CGAL and qHull [25]. 
The result is returned by a set of polygons representing the hull, which is 
finally used as the generalized cell geometry. 

3.2.2 Results 

The results –for typical large city– show an “organic look” (Fig. 7) as the 
convexity generally induces smoother structures. This is against the 
principle of visual correctness and especially does not show the typical 
characteristics of buildings orthogonal, parallel and sharp-edged structures. 
But, comprehensibility is the main task of maps and clearly the hull hides 
many details while preserving in a way the height characteristics. A more  

 
Fig. 7. Examples of the convex hull technique, shown at 4 different levels of gen-
eralization.  



severe problem is the convexity when a cell is concave. In this case, the 
generalized block overlaps its cell possibly leading to intersections with 
other geometry and damages the appearance of the network elements. 
Additionally, the landmark visualization presented before cannot be 
integrated in a straightforward way.  

As a solution to these problems and to provide for a finer selection of 
the degree of generalization, clusters based on neighborhood could be 
created and used as input for the convex hull calculation instead of the 
mere cells. This would allow us to use the parameter of the minimal cluster 
distance to define the DoG, which is currently limited to the levels of the 
network’s hierarchy.  

3.3 Voxel-Based Generalization 
This generalization technique applies raster data filter operations to 3D 
raster data gained from the buildings’ geometry [15]. To do so, the geome-
try is sampled within a 3D grid. Then, morphological opening and Gaus-
sian blurring is performed. To convert the 3D grid to geometry, we apply 
the marching cubes algorithm to the grid. In addition, the raster data is 
processed with morphological opening operations to perform an aggrega-
tion. 

As stated above, morphological operations have been applied to vector 
data representations before [22][23]. However, we also wanted to experi-
ment with other raster data filter operations like Gaussian blurring. 

3.3.1 Voxelization 

The first step transforms the geometry from vector space to 3D grid space. 
This is done through a regular grid that is laid over the geometry and 
samples it at equidistant points. The grid is set up as follows: The 
resolution can be given as the ratio 

units grid
units  worldreal
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dimensions of the grid dim can be calculated by taking the geometry’s 
extent represented through the bounding box’s diagonal , and 
dividing it by the resolution: 
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To support raster data operations that expand the extent of the original 
geometry, a padding  specified in grid units is inserted on each axis’ 
ends. For example a dilation applied to the raster data may enlarge 
connected structures. The grid’s origin is set as the lower left front point of 
the geometry’s bounding box minus the padding. For each grid cell, the 
object space is sampled to be either inside (1) or outside (0) a solid 
(building). This leads to a three dimensional binary image. 

pad

For a better sampling quality, a box filter can be used. This was done 
experimentally in this work: For each voxel, not one point is sampled in 
the original geometry, but 8 points of a box centered at the point. The 
average of these points is then assigned to the grid cell, which leads to a 
gray scale image. Currently, the filtering is implemented in a simple way 
and, therefore, takes 8 times the processing time. The benefits can be seen 
in Fig 8, where the appearance is smoothed and less artifacts occur if a 
filtered sampling is performed.  

 
Fig. 8. Voxelization: original 3D building ensemble (left), result of voxelization 
wit a resolution of 2m (middle), and result of filtered voxelization (right). 

As a simplification of the current implementation, only prismatic build-
ing shapes are assumed and thus a point considered inside the building, if 
it lies within the ground plan polygon and within the building’s height. Af-
ter all grid cells have been set, the grid is a voxel representation of the 
original geometry. However, the rasterization naturally implies a degrada-
tion of the original data, which leads to alignment artifacts when trans-
formed back to a polygonal model. For the images, the original building 
geometry in the example (Fig. 8) has been sampled with a resolution of 
2 meters of the real world geometry reflected one grid unit. Even this 
coarse resolution leads to a grid size of 120,485,117056156 =××  grid 
points. 

3.3.2 Raster Data Operations 

Many filter operations have been developed for use on raster data images. 
Typically, filters to remove noise and to smooth images rely on 
morphological operations. In [11][23], morphological operations have 
been used as vector space operations to aggregate and simplify building 



geometry. Since after voxelization, the building geometry has been 
transformed to 3D raster data representation, these operations can now be 
applied directly. 

The elementary operations can be defined as follows: The raster data is 
the 3D input image, where for each element (voxel) a structuring element 
B is applied. The structuring element in this case is a cube of  
units. It is moved over the input image. For each voxel, the structuring 
element is compared with the input image (source grid) and the output 
voxel is determined as follows: 

333 ××

• Erosion: A grid cell in the target grid is set to 1, if all voxels of the 
structuring element B can also be found in the source grid. Otherwise it 
is set to 0. This is done for the whole grid. 

• Dilation: A grid cell in the target grid is set to 1, if one voxel of the 
structuring element B can be found in the source grid. Otherwise it is set 
to 0. This is done for the whole grid. 

Erosion and dilation are elementary operations, which can be used to 
realize morphological opening and closing. Opening is achieved by 
applying dilation followed by erosion to the image; it leads to an 
aggregation of near structures. Closing is achieved by applying erosion 
followed by dilation of the image; it is useful to eliminate small elements. 

However, the effect on the raster data is determined by the grid’s 
resolution, which sets the size of one grid unit. Thus, opening and closing 
are always parameterized with multiples of one grid unit. In addition, the 
current implementation only supports binary images, i.e., no filtered 
voxelization can be applied before. Fig. 9 shows a series of morphological 
operations applied to our test models.  

Apart from morphological operations, there are also other filters such as 
tent, cubic, or quartic filters as well as the Gaussian blur filter. Its usage on 
the rasterized building geometry has two benefits: First, a Gaussian blur as 
a low-pass filter further eliminates small features of the geometry that are 
still in the raster data. Second, the alignment structures introduced by the 
sampling are dampened. Generally, sharp edges and the surface are 
smoothed. Fig. 10 shows how the smoothed geometry looks after perform-
ing morphological opening. 



 
Fig. 9. Application of morphological operations. Starting from the model in row 1, 
rows 2 and 3 show subsequent dilation operations, and rows 4 and 5 show subse-
quent erosion operations. 



To rely on a robust implementation of the raster data operations, the nrrd 
library from the teem project [32] was chosen. The nrrd library is accessed 
through the command-line tool unu, which works on a simple file format 
.NRRD (for “nearly raw raster data”). It supports a wide range of 
operations of which resampling is used for this work. With the aim to 
create smoother surfaces with less alignment artifacts, the Gaussian blur is 
applied for the reasons mentioned. 

 
Fig. 10. Application of voxelization, opening and Gaussian blurring (left to right). 

3.3.3 Marching Cubes 

In the final step, the processed raster data is transferred to polygonal 
representation. For this, we extract isosurfaces, i.e., surfaces with a 
common isovalue everywhere on the surface, producing a surface from the 
samples of a scalar field defined as a mapping and a given isovalue, setting 
the threshold to separate between inside and outside [21]. To accomplish 
this, a freely available marching cubes implementation from [20] is used to 
create the geometric model. Note that all images presented in this section  
including the intermediate steps (Fig. 8, 9, 10) are created after applying 
the Marching Cubes to get a renderable polygonal representation. 

3.3.4 Results 
The workflow of this technique currently prohibits a completely automatic 
handling since the parameters (e.g., grid resolution, morphological opera-
tions step-width, Gaussian blur factor) have been set manually in our test 
model. 

The result is characterized by its “bubble look”, lacking a typical city 
model look. Through the blurring, soft shapes are introduced, while 
without filtering or blurring the alignment steps are clearly visible. To 
control the visualization, the resolution of the grid can be adapted, and the 
offset used in the opening operation can be varied. Finally, also the 
Gaussian blurring could be used to tune the DoG, however it might be only 
used to smooth the alignment structures introduced by the sampling. 



4 Comparison 

It is difficult to define appropriate and objective quality measures, as ab-
straction and generalization are ambiguous in their result, being under-
stood differently by different individuals. In addition, yet few conventions 
exist for digital 3D city maps. While it is possible to define quantitative 
measures for different generalization techniques, the current results are 
rather preliminary and serve as the basis for further research. Usability 
tests should help to provide these more quantitative measures in the future.  

4.1 Qualitative Measures 

In the following, we concentrate on qualitative measures of the presented 
generalization techniques to evaluate their potential: 
• Similarity to Maps: How do the results show similarities to 2D map 

presentations? 
• Similarity to Reality: How do the results show similarities to (photore-

alistic) depictions of non-generalized 3D city model depictions?  
• Aggregation Capabilities: How do the techniques support building ag-

gregation? 
• Landmark Handling: How do the techniques handle landmark and 

outlier buildings?  
• Controllability: How can the application control the degree of gener-

alization? 
• Dynamic Adaptation: How can the application change the technique’s 

parameters in response to dynamically changing viewing parameters?  

4.2 Simple-Cell Generalization 

This technique creates 3D city model depictions similar to traditional 
generalized bird’s eye view maps if looked from above. The block 
structure made from cells of intersected streets is typical and can be 
understood easily. In terms of realism, the model still permits –while being 
an abstraction– to recognize the extents of a block. The added height gives 
a further hint about the original building ensemble. The aggregation is 
done rather naively, depends very loosely on the concrete building 
geometry and thus is insensitive against potential complexity. Landmarks 
can be effectively emphasized because their contours can be simply cut out 
of the cell and the landmark placed into the gap.  

The DoG can be controlled by the hierarchy level selected for the 
network and the width used for network elements. A continuous transfer 
between different DoG representations has not been investigated so far; a 



continuous blending with a hysteresis during interactive zooming might be 
one solution. 

4.3 Convex-Hull-Based Generalization 

The convex-hull approach has not been used so far in maps or map-like 
visualizations. The “organic” shapes are in contrast to photorealistic 
depictions. Constrained by the network, the convex hull still reveals and 
emphasizes the original block boundaries. The height of the largest 
building contributes much to the occurrence. However, concave cells are 
handled wrong by the convex hull; in a future version, we plan to replace 
the convex hull by alpha shapes [9], which can adapt the resulting hull 
more closely to the building geometry. In addition, network segments 
running into blocks are covered by the hulls. Handling landmarks and 
outliers is difficult because they would have to be cut out of the block 
using 3D Boolean operations. Very tall landmark buildings could just be 
placed within the hull, but the result would create intersecting geometry. 
Nevertheless, 3D convex hull creation relies on a mature algorithm 
working on simple points. For this reason, the technique is robust and 
insensitive against geometric problems. 

The parameter to control the convex hulls is the size of the cells 
defined by the network. To provide more flexibility as well as to solve the 
aggregation problems, one could run a clustering algorithm initiated with a 
given minimal distance. The current solution does not suggest an easy 
mechanism for the continuous change between different DoG 
representations.  

4.4 Voxel-Based Generalization 

The voxel-based technique is limited to small areas due to the huge 
amount of required grid data. The result is unlike every map or map-like 
visualization. The bubble shapes remind the original buildings but do not 
feature the typical sharp edges and orthogonal structures. Still, aggregation 
and simplification can be achieved and the unusual look underlines the 
abstraction. The viewers know from the first view that they look at an 
abstraction of reality, not a photorealistic visualization. 

Landmarks can be excluded from the common voxelization at all and 
inserted later. As an alternative, they could be voxelized separately using a 
higher resolution and then inserted without further simplification. This 
would have the advantage that no visual break occurs in the image, but still 
the building would be emphasized. 



To control this technique, there is first the grid resolution. While a 
higher resolution yields better quality with less alignment artifacts, it also 
leads to an explosion of the data to be processed. The second parameter is 
the buffer size, which controls the morphological opening. Finally the 
Gaussian blur (or also other filters) can be executed with a given variance 
and cutoff. Though, the blurring can be seen as a post-processing step 
independent from the generalization but just to smooth the alignment stair-
structures. 

Voxel-based generalization cannot be used in conjunction with a 
dynamic DoG in the current implementation, as the processing is not done 
all natively by the prototype system. The filter operations are done using 
an external utility and are re-read later from a file. Additionally, the 
computation time and the memory needed prohibit a change on-the-fly.  

The marching cubes algorithm used introduces a number of redundant 
polygons, which is no problem for small scenes but might be a problem for 
bigger city plans. Here, another post-processing step and / or a dynamic 
level of detail adaptation might be necessary. 

5 Conclusions 

This paper presented and discussed three different techniques to automati-
cally derive generalized 3D building ensembles for a cell structure defined 
by hierarchical networks that divide the reference plane of a virtual 3D city 
model. The generalized models can be applied to improve the comprehen-
sibility and effectiveness for complex, large-area 3D city models. 

The comparison revealed that while the cell-based generalization tech-
nique leads to convincing results, the voxel- and convex hull-based tech-
niques currently are less feasible. 

Therefore, in the future we will investigate how to sharpen the presented 
methods towards characteristic architectural elements of 3D building en-
sembles. In addition, we want to expand the methods towards further city 
model elements such as vegetation and site objects. An important remain-
ing challenge concerns the handling of multiple scales: A continuous map-
ping of the DoG to a geometric representation would allow us to combine 
continous scales in one view of the scene. Also, an optical zoom could be 
accompanied with a smooth semantic zoom. We will work on this problem 
when moving forward with our research. 
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